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I. Data

A. Kantar World Panel: some examples

Section III in the main paper describes our data sources. Our main source comes from Kantar

World Panel (KWP),a company with more than 50 years of experience measuring consump-

tion of households in dozens of countries. Together with Nielsen they are the most important

companies specializing in household scanner data collection worldwide.

One remarkable characteristic from the KWP data is its high frequency (weekly) and the

the high level of disaggregation, which allows us to make a detailed statistical analysis from

different perspectives. KWP’s product catalogue comprises a total of 47,973 barcodes (SKUs);

24,796 for foods and drinks. It classifies barcodes along ten variables. The categories used

to classify products include: basic ingredient, flavor, size, brand, product’s characteristics (e.g.

light, lactose-free, caffeine-free, etc.), among others. Table A.I below shows an example of how

five products are classified along these dimensions.

TABLE A.I—PRODUCT CLASSIFICATION EXAMPLE

id product subproduct brand clas01 clas02 clas03 clas04 clas05 content
3510 Cereals No subproduct Kelloggs Corn Flakes . Apple w cinnamon . . 750 gr
105944 Cookies Sweet Marinela Principe . Strawberry-filled Chocolate . 44 gr
43379 Carbonated drinks Regular Lift Red apple . . . . 1000 ml
72523 Milk Pasterurized Alpura . Regular Non lactose-free . . 1000 ml
133285 Mayonnaise Regular Kraft Mayo Regular . . Light 443 gr

We used the above information to detect which barcodes were subject to the tax and which

were exempt and to impute nutritional content as we detail in this Appendix. Before proceeding

with this detail however, we would like to exemplify the richness of our data by plotting prices

for some selected products. Figure A.I shows the price per liter through time for three Coca-

Cola package sizes: the 355 ml. can, the 600 ml. bottle and the 2 liter bottle. We could

potentially plot these graphs by storebrand, by city or by type of household.

Figure A.II gives another example. It plots the price liter or kilogram (depending on the

product) for the following products: (i) a 40 gram bag of Lays chips (a taxable food product),

(ii) a 640 gram of Bimbo bread (a not taxable food), (iii) a 2 liter bottle of Citrus Punch juice (a
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FIGURE A.I. PRICE PER LITER OF COCA COLA BY PACKAGE SIZE
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taxable drink), and (iv) a 20 liter bottle of Ciel natural water (a non-taxable drink).

FIGURE A.II. FOUR PRODUCTS EXAMPLE, PRICES
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B. Yearly quesionnaire

Along with the information on purchases, KWP also administers a yearly questionnaire that

captures a set of socio-economic characteristics from which SES categories are derived using

standard methodologies. SES categories are derived from different measures of household as-

sets: number of rooms, type of floor, number of bathrooms, whether the dwelling has a gas

stove, number of light bulbs, number of cars, and household head’s education. Following the

procedure, about 21, 52 and 27 percent of households in the data are classified in the A/B/C+,

C/D+ and D/E SES categories, respectively. Finally, each year KWP gathers also self-reported

information on the age, weight and height of the household’s male and female heads, which

allows us to calculate BMI, as described above.
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C. Collection of Nutritional Data

We start with 24,796 barcodes for foods and drinks. However some of these are exactly the same

product in the sense they have exactly the same substance in it, and just vary in the quantity

(milliliters of milligrams) per unit. For example a can of 355ml coke has the same substance

as a 500ml coke. Once we remove these size differences we end up with 14,723 barcodes, of

which 10,518 are consumed every single year. Our goal in this section is to describe how we

recorded or imputed caloric and nutritional content for each of these 14,723 barcodes.

The first step consisted of recruiting a team of more than 20 enumerators and train them to

search for the items in supermarkets (physically and through their internet website1), manufac-

turer’s website, and local grocery stores. This work involved several months of work. Enu-

merators took pictures of the nutritional label and then coded such label on a predetermined

format. This enabled us to do double coding for a sample of barcodes and verify that the enu-

merators actually went to the supermarket and found the appropriate product. Each enumerator

was given a list of barcodes by the researchers an a format to fill out and enter the nutritional

content available in the product’s label: serving size, calories, sugar, fat, saturated fat, iron,

carbohydrates, cholesterol, and sodium. In the selection of barcodes to be given to the enumer-

ators, the researchers prioritized those with the largest percentage of purchase events. Finally,

we performed quality check which consisted of selecting a random sample of 5 percent of the

barcodes that had been captured and asking a second enumerator to repeat the process. In less

than 1 percent of the cases, the enumerator captured different values.

Using this process we managed to collect direct information for 6,071 barcodes which cover

81.6 percent of purchase events and 83.1 percent of household’s expenditure. Table A.II shows

the proportion of events and expenditures that were collected for each product-category that

covers all of KWP data.2 Enumerators were quite successful finding the assigned barcodes:

more than 95 percent of the assigned barcodes were found and captured. Products that were very

local, but comprised a low fraction of purchase events and expenditures, are underrepresented.

In these instances, enumerators seek the manufacturers contact information and attempted to

1Mainly Walmart’s website was used: [www.walmart.com.mx]
2Product category is a variable in KWP data.

www.walmart.com.mx
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reach them in order to ask for the nutritional information.

D. Caloric and nutrient imputations

After collecting the nutritional information for a very large fraction of purchase events, we had

to impute the nutritional characteristics of the remaining products that appear in KWP’s dataset.

In this subsection, we describe the steps followed to perform such imputation:

1) Convert sizes to the same units: We begin by using serving sizes along with calories and

nutrients of the products that we gathered to generate a variable that shows the amount

of calories or nutrients per 100 grams (or per 100 ml. for drinks). We will refer to this

variable as our density measure.

2) We explored by hand each product-group3 using the variables shown in Table A.I), and

within each product-group we imputed the nutrient/caloric density to the closest groups

of products. In other words, for each article with missing caloric and nutrient infor-

mation, we search for the most similar product with information available based on the

matching variables4. We seek to establish such match with the highest level of disag-

gregation possible. If an exact match was not possible for a given level of disaggrega-

tion, we used a lower level of disaggregation, that is, we use a subset of the matching

variables. The following table exemplifies this procedure. In this case, subproduct and

clas01 were chosen as the matching variables. As can be seen, there are 4 products with

subproduct = REGULAR5 and clas01 = COLA with missing information for calo-

ries. In this case, these products are matched to those with the same subproduct and clas01

for which information is non missing. The average value of the density measure of those

3The different types of products-groups available are: cooking oil, bottled water, sparkling water, baby food,
canned tuna, cereal bars, powdered drinks, energy drinks, carbonated soft drinks, sport drinks, non-carbonated
soft drinks, snacks, coffee, condensed milk candy (cajeta), seasonings and broths, cereal, beer, chocolate, tomato
puree, liquid seasoning, creamer, sour cream, sweet spreads, breadcrumbs, cookies, cornflour drink (atole), ice
creams and popsicles, vegetable juice, condensed milk, powdered milk, evaporated milk, regular milk, milk-based
flavored drinks, margarine, mayonnaise, jams, honey, milk-based flavored powder, industrialized bread, pastas,
refrigerated dessert, powdered desserts (e.g. jello), ketchup, salsas, homemade bottled salsas, pasta sauce, instant
soups, iced-tea, yogurt.

4The matching variables are: product,subproduct,brand,clas01, clas02,clas03, clas04,clas05} exemplified in
Table A.I.

5DIET/LIGHT is the other possible value for subproduct
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TABLE A.II—COVERAGE OF CALORIC INFORMATION AS A FRACTION OF EXPENSE AND PURCHASES

Product
Expenditure

(percent)
Purchase events

(percent)
Cooking oil 85 84
Bottled water 37 35
Sparkling water 88 85
Baby food 48 56
Canned tuna 84 81
Cereal bar 92 92
Powdered drinks 93 92
Energy drink 95 95
Carbonated soft drink 97 97
Sports drink 91 91
Non-carbonated soft drink 73 71
Snacks 94 95
Coffee 80 83
Condensed milk candy 44 30
Seasonings and broths 77 81
Cereal 93 90
Chocolate 92 92
Tomato puree 87 86
Liquid seasoning 58 55
Creamer/Substitutes of cream 62 76
Sour cream 63 60
Cream Spreads 71 62
Breadcrumbs 93 92
Cookies 42 44
Cornflour drink (atole) 72 65
Ice creams and popsicles 32 34
Vegetable Juice 94 95
Condensed Milk 95 95
Powdered Milk 34 38
Evaporated Milk 93 93
Milk 59 59
Flavored Milk 87 85
Margarine 69 71
Mayonnaise 80 81
Jams 72 70
Honey 53 54
Flavored Milk Powder 93 93
Industrialized bread 90 89
Pastas 65 62
Refrigerated Dessert 98 98
Powdered Desserts 78 77
Tomato puree 83 82
Ketchup 85 88
Snack sauce 68 70
Homemade bottled sauce 83 84
Pasta Sauce 52 35
Instant Soups 91 89
Iced-tea 33 30
Yogurt 81 81

Note: For each product category, this table shows what fraction of the category would we find caloric information.
For many categories we found more than 80% in terms of purchase events, and in terms of expense.
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products with available information is imputed to those with missing information. The

same process is followed with the two missing values for the subproduct = REGULAR

and clas01 = LEMON LIME products. However, we can see that we have in the

first line a cherry-flavored drink which cannot be matched to other drink with the same

subproduct and clas01 values. In this case, a lower level of disaggregation is used and

that product is imputed with the average density measure value from all drinks that have

subproduct = REGULAR.

3) For barcodes for which we were not reasonably sure about the quality of the imputation

we send enumerators to get the information on the supermarket.

TABLE A.III—IMPUTATION EXAMPLE

num product subproduct brand clas01 kcal 100ml
124 CARB. DRINK REGULAR GARCI CRESPO CHERRY
48 CARB. DRINK REGULAR CABALLITOS VANILLA / ROOT BEER 29
2 CARB. DRINK REGULAR PEPSI COLA 45.3
7 CARB. DRINK REGULAR BIG COLA COLA 42
4 CARB. DRINK REGULAR RED COLA COLA
90 CARB. DRINK REGULAR CHIVA COLA
133 CARB. DRINK REGULAR SMART COLA
39 CARB. DRINK REGULAR BIG COLA DOBLE COLA 43
1 CARB. DRINK REGULAR COCA COLA COLA 42
52 CARB. DRINK REGULAR AURRERA COLA
3 CARB. DRINK REGULAR BIG COLA MEGA COLA 42
115 CARB. DRINK REGULAR COCA COLA LIFE COLA 18
11 CARB. DRINK REGULAR 7 UP LEMON-LIME 34
8 CARB. DRINK REGULAR SPRITE LEMON-LIME 36
81 CARB. DRINK REGULAR BIG FRESH LEMON-LIME
97 CARB. DRINK REGULAR AURRERA LEMON-LIME

Quality of the Imputation

One way to asses the quality of the imputation is to check that the variance within the “match-

ing variables cell” is low before the imputation. That is, the cells identify products that are

very similar in terms of calories. We ran an exploratory analysis to measure the variance of

caloric density for different aggregations, using the variables {product,subproduct,brand,clas01,
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clas02,clas03, clas04,clas05}. The highest level of disaggregation is when we use all these 8

variables to create cells. At this level which we call L8 we find tiny variances within the group.

This just means for instance that Alpura Milk has the same amount of calories per liter across

its package sizes. The intraclass correlation in L8 cells is 0.995 using captured calories of prod-

ucts. If we go all the way to the lowest level of aggregation (i.e. L1 cells), the ICC is still quite

large: 0.96.

We also followed another way to assess the quality of the imputation, in the spirit of a cross

validation exercise.

1) We randomly drop the observed values for 10 percent of the products for which we have

available caloric and nutrient information.

2) We implement the imputation algorithm described above for the product whose infor-

mation was deleted in the previous step. We compare the imputed versus the observed

values.

3) We repeated this exercise 5 times.

4) Figure A.III plots the density of difference between the observed and imputed values for

calories, sugar and fat. Similar graphs for the rest of the nutrients are available upon

request. As the graphs display, there is a big concentration in zero which speaks of the

adequacy of the process implemented to input the missing information. The imputation

errors for calories are relatively small: for drinks we obtain from this out of sample exer-

cise that the absolute value of the imputation error is 9.5 calories per 100 ml on average,

while the average caloric density is 127.5 calories per 100ml. For solid foods, the cor-

responding average value of the imputation error is 49.5 calories per 100 gr, while on

average caloric density is 267.4 calories per 100 gr.
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FIGURE A.III. OUTSAMPLE IMPUTATION ERRORS FOR CALORIES, FATS AND SUGARS

(a) Calories Liquids (b) Calories Solids

(c) Fat (d) Sugar
Note: Gaussian kernel density estimations shown
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II. Tax variable

This is one of the most important constructed variables since mis-classifications could induce

bias in our estimates. We were therefore very careful in the classification of products as taxed or

untaxed, and went to great length to convince ourselves and the referees that our classification

is accurate. Let us describe the steps and checks we did.

As described in the main text, two different tax designs were implemented beginning on Jan-

uary 1st, 2014: (i) one peso per liter of sugar added drinks, and (ii) an 8 percent ad-valorem tax

for non-basic food items with a caloric density above 275 kilocalories per 100 grams. We used

the two main official regulations and resolutions issued by the Mexican tax authority (SAT): the

IEPS law and the Miscelanea Fiscal. Importantly, for political reasons and to limit the regresiv-

ity of the tax, items from the Basic Consumption Basket (“Canasta Basica’)’6 were excluded.

Interestingly, several high calorie items like oil, tortillas, bread, etc. are in the Canasta Basica,

and were thus excluded from the Tax.

A. Procedure

The procedure is implemented separately for drinks and food.

Step 1a: For drinks, it starts by assigning all drinks as taxed, and then using the information

in the KWP data to exempt from the tax milk based drinks as well as those whose classification

indicate that they do not have added sugar (e.g. diet, light, zero sugar) since these categories

are explicitly excluded by the law. KWP classification was very useful in this exercise as one

of the variables codifies whether the product is “diet, light” or “non-sugar added”. For drinks

for instance, the exempt products include bottled water, sparkling water, beer, milk, powdered

milk, evaporated milk, and atole, among others. We were very careful to exclude items from

the “Canasta Basica” as these are also excluded by law. In this first pass we used only variables

from the KWP data.

Step 1b: Similarly, for food, we start by assigning all food products as taxed and then we

exclude products that are part of the canasta basica (e.g. cooking oil, bread, etc.), those not

6The “Canasta Basica” contains about 80 articles, mostly food products, but also a few like transport. It is
designed using Mexico’s income-expenditure survey ENIGH.
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included in the listed products to be taxed in the law, and those with less than 275 calories per

100 grams. For instance, we classified as tax eligible: cereal bars, snacks, condensed milk candy

(cajeta), cereal, chocolate, sweet spreads (e.g. hazelnut, peanut butter), cookies, ice creams and

popsicles, industrialized bread, refrigerated and powdered dessert (e.g. jello). Again, we were

very careful to exclude items from the “Canasta Basica”.

Step 2: we searched by hand those products that seemed problematic. In particular, for drinks

we verified the label of the product, using the data collected by our enumerators, and checked

that the included categories had added sugars, and therefore should be also exempted.

Step 3: Using the data on calories –that was collected by us independently– we searched

for outliers: drinks that had many calories but that we classified as tax exempt. We found

almost none, confirming that our classification is reasonable. Thus, for drinks we classified

as taxable drinks powdered drinks, energy drinks, carbonated and non-carbonated soft drinks,

sports drinks, flavored milk, and non-diet iced-tea, among others.

Step 4: For those products where the law/regulations were not completely clear, we contacted

an association of food producers (Conmexico) and asked for help to verify with the producer if

the product pays the tax.

Step 5: We hired an internationally renowned auditing company, Deloitte, to audit our data

and tax classification. They had access to our list of products and classification, as well as

complete independence as to methodology they used. Importantly these methodology included

taking a sample and going to supermarkets to verify our data collection on calories, so it could

be seen as a dual check: a check on our interpretation of the regulation, but also on the data

collection on calories. Deloite chose to use a methodology where they “searched for mistakes”

by looking at our classification and drawing a sample of 200 products where they though it

was more likely that we made mistakes. This makes their sample non-representative, but likely

generates an upper bound of mistakes. Their final classification disagreed with ours for 6.5% of

the products, and indicated that in 4.5% of the cases the law is not specific enough to be able to

clearly classify the product. Deloitte provided a letter to the editor of this journal summarizing

the results of their audit. To give reassurance to us and the reader, we show robustness by

reestimating the table of main results with an alternative tax classification. There we assumed
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as taxed the products for which Deloitte considered that the law was not specific enough. Table

A.IX shows these results in comparison to the main estimate. Given the small set of goods

where there was doubt, we were not surprised to learn that results are almost unchanged.

Tables A.IV and A.V show, by product-group, the percentage of items classified as being

subject to either the sugary drink (tax beverage) or the high caloric-dense food tax (tax food).

TABLE A.IV—TAX VARIABLE: SUGARY DRINKS

Product type
Barcodes with tax

(percent)
Bottled water 0
Sparkling water 0
Powdered drinks 84
Energy drink 98
Carbonated soft drink 90
Sports drink 100
Non-carbonated soft drink 68
Coffee 0
Cornflour drink (atole) 0
Powdered Milk 0
Evaporated Milk 0
Drinking Milk 0
Flavored Milk 0
Iced-tea 87
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TABLE A.V—TAX VARIABLE: CALORIC DENSE FOOD

Product type
Barcodes with tax

(percent)
Cooking oil 0
Baby food 0
Canned tuna 0
Cereal bar 100
Snacks 100
Condensed milk candy 98
Seasonings and broths 0
Cereal 96
Chocolate 99
Tomato puree 0
Liquid seasoning 0
Creamer/Substitutes of cream 0
Sour cream 0
Sweet spreads 100
Breadcrumbs 0
Cookies 100
Ice creams and popsicles 0
Condensed Milk 0
Margarine 0
Mayonnaise 0
Jams 0
Honey 0
Flavored Milk Powder 87
Vegetable Juice 0
Industrialized bread 53
Pastas 0
Refrigerated Dessert 7
Powdered Desserts 8
Tomato puree 0
Ketchup 0
Snack sauce 0
Homemade bottled sauce 0
Pasta Sauce 0
Instant Soups 0
Yogurt 0
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III. Price Imputation

The problem of missing values: One problem faced by many studies like ours, that have access

to information on “personalized” prices paid by individuals, is that we only observe the price

that the particular household faced – pbity – when the good is actually purchased. This gives

rise to two problems. The first is missing data on prices for barcodes that are not purchased

by a particular household in a particular week. The second is a selection problem, as prices

may be observed by the econometrician only when they are low enough to lead to a purchase.

We address both problems by imputation, perform several robustness tests to evaluate if the

procedures are reasonable, and show that they are not driving our results.

The missing prices problem is not as grave as it may seem given our procedure. Recall that

our main interest is in estimating quantities of calories, and we don’t face this missing data

problem there. Recall further that when we study prices for each household we fix the basket of

goods they consumed in 2013, and focus on the cost of purchasing this fixed basket in 2014 and

how this cost changed as a result of the tax. This means that we do not have to impute prices

for all barcodes for all household, only for those that the household bought in 2013 and not in

each given week in 2014.

The problem of selection is also not severe, since the paper is mostly concerned with measur-

ing how the prices changed as a result of the tax. We are not directly concerned with the exact

price level, but only on price changes for a given consumption basket.7

Roughly, the way the imputation method works is as follows. If barcode b was in household’s

i 2013 consumption basket, then we have to keep track of the price of that barcode throughout

all week in 2013 and 2014, regardless of whether household i actually bought it. If household i

bought barcode b in week t ∈ {1, ..., 52} in year y ∈ {2013, 2014} then we know the price and

we use this price. But if not, then we need to impute it. We use a sequential procedure to do

the imputation: inputing the missing pricee using observed prices of purchases of that barcode

in the same city, district, and storebrand8 where household i bought the barcode in 2013, but in

the respective week of interest. If no household in our data bought the barcode b in that week,

7We reestimated the results for prices not using households personalized prices, but instead prices per city-
week and results were virtually unchanged.

8Types of store are for example Wallmart, 7 eleven, Oxxo, Superama, etc.
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city, district, and type of storebrand, then we impute at a higher level of aggregation: week,

city, district, at any type of store. If that is not enough to impute all prices, then we go to an

even higher level of aggregation, and so on. Table III lists the sequence of imputations and the

fraction of prices imputed in each step.9

TABLE A.VI—SEQUENTIAL PRICE IMPUTATION

Imputation of Prices

Step Imputation level R2 Imp. Prices.
(Percent.)

1 Week, store, household 0.99 4.0
2 Week, city, district, store 0.92 25.9
3 Week, city, district 0.90 17.2
4 Week, city, store 0.91 6.1
5 Week, city 0.89 3.0
6 Week, region, store 0.88 18.0
7 Week, region 0.84 5.1
8 Week, store 0.87 11.4
9 Week 0.83 2.3

10 Quarter, store 0.86 3.4
11 Quarter 0.78 1.8
12 Year, store 0.84 2.1
13 Year 0.75 0.2

The second is that the distribution of prices before and after imputing is very similar, as shown

in Figure A.IV. Third, note that we follow the same imputation protocol for all years. Since our

strategy is to compare across years, the imputation should not have important influence on our

estimates.

9R2 corresponds to a regression of observed price in our full dataset against fixed effects of the definitory
variables of each level of agregation (i.e. imputation level column).
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FIGURE A.IV. PRICE DISTRIBUTIONS BEFORE AND AFTER IMPUTATIONS
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IV. More on identification and Robustness

A. Is the Change in Prices Attributable to the Taxes?

Figure A.V presents additional evidence in support of our identifying assumption: that the price

changes observed in January 2014 are attributable to the taxes introduced. The figures and

evidence presented here are akin to that presented in the paper but including an extra year to the

analysis. This helps us to corroborate that the changes in prices observed in January 2014 is not

common to other Januaries.

FIGURE A.V. EVOLUTION OF PRICES PER UNIT OF QUANTITY 2012-2014
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B. RD analysis using calories as a running variable

A.VI below shows the result from using a regression discontinuity design employing the 275

kilocalories per 100 gram cutoff in the definition of the food tax. The estimated figure corre-

sponds to estimating the following specification:

(1) ln (P SD
b ) = β0 + β1 I(Denb > 275) + f(Denb) + εb

where b denotes barcode and Denb is the caloric density of barcode b. In the estimates pre-

sented, we use a non-parametric estimation in the case of column 1 and a linear trend with

different slopes before and after the cutoff in column 2. To make the results comparable to

those presented with the household-week as unit of observation, each observation used (which

corresponds to a barcode) is weighted by the number of transactions done with that barcode.10

The results found with this specification give a 7.3 percent change in prices, which is close to

the 8 percent tax rate, meaning something close to a 100 percent pass through. The results of

using this specification are slightly larger than the 5.3 percent estimated in the main regressions.

It should be indicated though that as a traditional RD result, the estimate is valid for the value

of density at the cutoff. Also, it is important to recall that in the paper, no evidence of strategic

decisions around the discontinuity is found (see working paper version).

10The purpose of this is to represent that a product with very high demand should capture more importance that
a product that is seldom consumed.
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FIGURE A.VI. RD ESTIMATE OF CHANGE IN PRICES

Note: This graph corresponds to a RD estimation of change in prices with respect to the 275 cal/100gr cutoff
specified in the law to implement the 8% VAT on TF. The dependent variable is the change in prices with respect
to the same week of the previous year. Each observation is a barcode of food products. The running variable is the
amount of calories per 100gr recentered in 275 (the cutoff of the tax). Each dot corresponds to a conditional mean
of change in prices of barcodes grouped in intervals of 5 units. The corresponding RD estimate using a bandwidth
of 100 units, a local polynomial with a triangular kernel results in an increase of 7.3% in the price.
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C. Bandwidths and parametric specifications

The usual robustness checks for RD analysis were implemented for our identification. Table

A.VII below shows the sensitivity of our main specification to changes in the bandwidth em-

ployed while Table A.VIII shows the sensitivity to the use of different parametric specifications

instead of the non-parametric estimation done for the main specification.

TABLE A.VII—ROBUSTNESS: SENSITIVITY TO DIFFERENT BANDWIDTHS

Panel A. Dependent Variable: Price Index (Dec 2013=100)

Total Taxed Drinks Untaxed Drinks Taxed Food Untaxed Food
(SD) (NSD) (HCF) (NTF)

Tax (BW=6 months) 4.922*** 9.861*** 3.872*** 6.099*** 0.830***
(0.0353) (0.0567) (0.0796) (0.101) (0.0445)

Tax (BW=9 months) 4.674*** 9.910*** 3.166*** 5.935*** 0.825***
(0.0304) (0.0488) (0.0683) (0.0919) (0.0383)

Tax (BW=12 months) 4.403*** 9.684*** 2.673*** 6.020*** 0.778***
(0.0262) (0.0413) (0.0564) (0.0805) (0.0337)

Tax (BW=15 months) 4.628*** 9.958*** 2.953*** 6.164*** 0.738***
(0.0261) (0.0413) (0.0590) (0.0783) (0.0321)

Tax (BW=18 months) 4.754*** 10.18*** 3.172*** 6.248*** 0.718***
(0.0255) (0.0401) (0.0579) (0.0761) (0.0309)

Panel B. Dependent Variable: Log(1 + Calories)

Total Taxed Drinks Untaxed Drinks Taxed Food Untaxed Food
(SD) (NSD) (HCF) (NTF)

Tax (BW=6 months) 0.0240* -0.0782*** 0.0546* -0.0689** 0.0322
(0.0144) (0.0300) (0.0294) (0.0341) (0.0294)

Tax (BW=9 months) 0.0349*** -0.0822*** 0.0762*** -0.0547** 0.0503**
(0.0114) (0.0242) (0.0238) (0.0275) (0.0236)

Tax (BW=12 months) 0.0368*** -0.0853*** 0.0677*** -0.0539** 0.0544***
(0.00973) (0.0209) (0.0205) (0.0237) (0.0203)

Tax (BW=15 months) 0.0339*** -0.0922*** 0.0710*** -0.0590*** 0.0610***
(0.00887) (0.0193) (0.0189) (0.0219) (0.0187)

Tax (BW=18 months) 0.0333*** -0.0837*** 0.0564*** -0.0487** 0.0639***
(0.00833) (0.0183) (0.0179) (0.0208) (0.0177)

The Tax variable indicates if the observation is captured after January 1st 2014. All estimations
consist of a local linear regression of a second degree polynomial with triangular kernel weights
and different bandwidths depending on the line. The outcomes of each regression correspond to
the residuals of the price index (panel A) or the logarithm of 1 plus the level of calories of prod-
ucts purchased (panel B) after partialling out for household and week of the year fixed effects.
To perform the partial out, we keep constant the week and household dummies coefficients that
result from our baseline results. The price index results from keeping constant each household’s
2013 consumption and for 2014 inputting the price of such consumption using the most geo-
graphically disaggregated information available for each product. Then, the consumption cost
is normalized to 100 using the December 2013 level. The caloric purchase is calculated using
the observed or imputed level of calories per each product as described in section III.B. Each
column shows the result of aggregating the purchase of each product’s corresponding type.
Data employed for this estimation comes from the weekly KWP Mexico chapter for 2013 and
2014. The unit of observation is the household-week pair.
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TABLE A.VIII—ROBUSTNESS: SENSITIVITY TO PARAMETRIC ESTIMATIONS

Panel A. Dependent Variable: Price Index (Dec 2013=100)

Total Taxed Drinks Untaxed Drinks Taxed Food Untaxed Food
(TD) (NTD) (TF) (NTF)

Tax (Non-parametric) 4.403*** 9.684*** 2.673*** 6.020*** 0.778***
(0.0262) (0.0413) (0.0564) (0.0805) (0.0337)

Tax (Parametric Deg 2) 4.359*** 9.607*** 2.596*** 6.075*** 0.762***
(0.0392) (0.0554) (0.0861) (0.0854) (0.0335)

Tax (Parametric Deg 3) 4.462*** 9.790*** 2.778*** 5.946*** 0.798***
(0.0382) (0.0563) (0.0868) (0.0810) (0.0415)

Tax (Parametric Deg 4) 5.069*** 9.840*** 4.329*** 6.050*** 1.008***
(0.0466) (0.0607) (0.1135) (0.0942) (0.0457)

Panel B. Dependent Variable: Log(1 + Calories)

Total Taxed Drinks Untaxed Drinks Taxed Food Untaxed Food
(TD) (NTD) (TF) (NTF)

Tax (Non-parametric) 0.0368*** -0.0853*** 0.0677*** -0.0539** 0.0544***
(0.00973) (0.0209) (0.0205) (0.0237) (0.0203)

Tax (Parametric Deg 2) 0.036*** -0.082*** 0.058*** -0.055** 0.053***
(0.0085) (0.0183) (0.0180) (0.0216) (0.0172)

Tax (Parametric Deg 3) 0.038*** -0.090*** 0.081*** -0.052* 0.057**
(0.0115) (0.0242) (0.0232) (0.0282) (0.0232)

Tax (Parametric Deg 4) 0.032** -0.061** 0.075*** -0.053 0.046
(0.0148) (0.0299) (0.0283) (0.0351) (0.0300)

Observations 727,397 727,273 727,397 727,164 727,397

The Tax variable indicates if the observation is captured after January 1st 2014. The non-
parametric estimation corresponds to our baseline estimate which consist of a local linear regres-
sion of a second degree polynomial with triangular kernel weights and a 52 week bandwidth.
The other estimations are parametric with different degrees for the polynomial with different
parametric estimates to the right and left of the discontinuity. The outcomes of each regression
correspond to the residuals of the price index (panel A) or the logarithm of 1 plus the level of
calories of products purchased (panel B) after partialling out for household and week of the year
fixed effects. The price index results from keeping constant each household’s 2013 consumption
and for 2014 inputting the price of such consumption using the most geographically disaggre-
gated information available for each product. Then, the consumption cost is normalized to 100
using the December 2013 level. The caloric purchase is calculated using the observed or imputed
level of calories per each product as described in section III.B. Each column shows the result of
aggregating the purchase of each product’s corresponding type. Data employed for this estima-
tion comes from the weekly KWP Mexico chapter for 2013 and 2014. The unit of observation is
the household-week pair. The parametric estimates use clustered errors at the household level.
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D. Robustness to Tax Classification

As we described in the definition of the tax variable, we consulted with Deloitte to ensure

that our tax definition was accurate. As part of the discussions with Deloitte, we reached the

conclusion that some products have an unclear definition of whether they are subject to the tax

or not. This is the case in two specific products: ice creams and creamers. In the case of ice

creams, the difficulty relies in the fact that this product is typically measured in liters rather

than grams, but it is considered a food products for tax purposes. The law indicates that to be

subject to the tax, the product should surpass the 275 kilocalories per 100 gram cutoff. This

makes necessary to convert liters of ice cream to grams, however, the tax code does not provide

a specific conversion to be used, leaving it as responsibility of each company. Secondly, in the

case of creamers, we originally considered them as a food product following discussion with

industry authorities. Deloitte considered this as a product potentially subject to the tax since

it is a product consumed as part of a drink. We believe that even being a drink, most of the

cases that we revised do not have added sugar as part of their ingredients and it is a milk-based

product, making it exempt to the tax.

In both cases, to avoid any potential mistake that could result from our classification, we

decided to carry out a sensitivity analysis in which we changed the tax classification of these

products and considered them as subject to the tax. Then, we replicate the strategy described

in the main results and show the results below in Table A.IX. As can be seen, the conclusions

remain unmoved.
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TABLE A.IX—ROBUSTNESS: SENSITIVITY TO TAX CLASSIFICATION OF PROD-
UCTS WITH UNCLEAR DEFINITION

Panel A. Dependent Variable: Price Index (Dec 2013=100)

Total Taxed Drinks Untaxed Drinks Taxed Food Untaxed Food
(SD) (NSD) (HCF) (NTF)

Main specification 4.403*** 9.684*** 2.673*** 6.020*** 0.778***
(0.0262) (0.0413) (0.0564) (0.0805) (0.0337)

Sensitivity test 4.403*** 9.566*** 2.673*** 5.955*** 0.730***
(0.0262) (0.0412) (0.0564) (0.111) (0.0337)

Panel B. Dependent Variable: Log(1 + Calories)

Total Taxed Drinks Untaxed Drinks Taxed Food Untaxed Food
(SD) (NSD) (HCF) (NTF)

Main specification 0.0368*** -0.0853*** 0.0677*** -0.0539** 0.0544***
(0.00973) (0.0209) (0.0205) (0.0237) (0.0203)

Sensitivity test 0.0368*** -0.0784*** 0.0677*** -0.0523** 0.0553***
(0.00973) (0.0207) (0.0205) (0.0236) (0.0204)

Observations 721,213 721,213 721,213 721,213 721,213

In this table we compare two alternative definitions of the taxed products: (a) main specifi-
cation, refers to our tax definition employed throughout the paper and described in section
IV.A and (b) sensitivity test, refers to an alternative scenario in which we assume that all
the products where the tax definition is unclear are assumed to be taxed. According to the
revision of our methodology done by Deloitte, the products with an unclear definition of the
tax variable include: ice creams (possible taxed food) and milk substitutes (possible taxed
drink). Each line in the table presents an independent estimation of the Tax variable, which
indicates if the observation is captured after January 1st 2014. The same procedure as in
our main estimates was followed. Each column shows the result of aggregating the purchase
of each product’s corresponding type. Data employed for this estimation comes from the
weekly KWP Mexico chapter for 2013 and 2014. The unit of observation is the household-
week pair. Standard errors are clustered at the household level.
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E. Anticipation

An alternative behavioral response to taxes is to keep large stocks as the tax implementation

approaches. With this response, household can substitute consumption just after the tax imple-

mentation, particularly with non perishable products.

Here we perform a robustness test where we keep out of the sample a window of time around

the beginning of the tax implementation and obtain similar results. Table A.X re-dos our es-

timates by excluding one, two, and three weeks before and after the introduction of the tax.

As can be seen, none of the estimated changes in dependent variables vary significantly when

excluding one, two, or three weeks around the introduction of the new tax, suggesting that our

estimates are not being driven by households’ short-term stockpiling behavior strategies.
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TABLE A.X—ROBUSTNESS TO INVENTORY

Robustness: Anticipatory Behavior in Purchase

Price Index (Dec2013=100) Log(1+Calories)
Ommited weeks None One Two Three None One Two Three

Panel A. Total Purchases

Tax 4.403*** 4.298*** 4.240*** 4.105*** 0.037*** 0.035*** 0.035*** 0.034***
(0.0262) (0.0451) (0.0502) (0.0560) (0.00973) (0.0097) (0.0102) (0.0114)

Panel B. Taxed Drinks (TD)

Tax 9.684*** 9.720*** 9.711*** 9.698*** -0.0853*** -0.106*** -0.108*** -0.112***
(0.0413) (0.0604) (0.0653) (0.0715) (0.0209) (0.0210) (0.0228) (0.0253)

Panel C. Taxed Food (TF)

Tax 6.020*** 6.006*** 6.020*** 5.883*** -0.054** -0.053** -0.056** -0.059**
(0.0805) (0.1004) (0.1124) (0.0906) (0.0237) (0.0249) (0.0271) (0.0300)

Observations 719,615 704,584 689,474 674,229 719,844 704,805 689,687 674,434

The Tax variable indicates if the observation is captured after January 1st 2014. All estimations consist of a para-
metric second order polynomial estimation. The outcomes of each regression correspond to the residuals of the
price index (columns 1-3) or the logarithm of 1 plus the level of calories of products purchased (columns 4-6) after
partialling out for household and week of the year fixed effects. The price index results from keeping constant each
household’s 2013 consumption and for 2014 inputting the price of such consumption using the most geographically
disaggregated information available for each product. Then, the consumption cost is normalized to 100 using the
December 2013 level. The caloric purchase is calculated using the observed or imputed level of calories per each
product as described in section III.B. Each column shows the result of aggregating the purchase of each product’s
corresponding type as indicated by each panel. The column classification None, One, Two and Three refers to the
number of weeks that were omitted before and after the introduction of the taxes (i.e. January 1st 2014). Data em-
ployed for this estimation comes from the weekly KWP Mexico chapter for 2013 and 2014. The unit of observation
is the household-week pair. Errors are clustered at the household level.

Another way to shed light into the issue of anticipation is to estimate if there was inventory

buildup after the tax was announced but before it came into effect. In particular we estimate

the “December effect” on the quantity purchases of TD and TF by estimating the following

regression by OLS:

(2) log (qty) = αi + γm + β1I(t = Dec2013) + β2I(t = Dec2012) + f(ty) + εty

where qty refers to liters of TD or kilograms of TF, f(.) is a second order polynomial in weeks,

αi are household fixed effects, I(t = Dec2013) and I(t = Dec2014) are dummies for the

months indicated, and gammam are 11 dummies indicating January, February,..., November;

we omit December so that the coefficients β1 and β2 are measured with respect to December
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2014.

Table A.XI shows the results. That β1 is smaller than β2 means that December 2013 had

less purchases than December 2012 on average, i.e. less inventory build up. That β1 is not

statistically different from zero means that December 2013 did not have more inventory buildup

than December 2014. Moreover, despite having a positive effect for sugary drinks, the size of

the effect is lower than the negative effect found for January on the main specification.

TABLE A.XI—EVIDENCE OF INVENTORY BEHAVIOR

Log Liters TD Log Kilos TF
Dec 2013 0.021*** 0.002

(0.0055) (0.0020)
Dec 2012 0.083*** 0.035***

(0.0063) (0.0023)
Observations 1,004,209 1,004,209

This table estimates the “December effect” on the quantity purchases of TD or TF. Data employed for this estimation comes from
the weekly KWP Mexico chapter for 2012, 2013 and 2014. The unit of observation is the household-week. In particular we
estimate the following regression by OLS: log(qty) = αi + γm + β1I(t = Dec2013) + β2I(t = Dec2012) + f(ty) + εty ,
where qty refers to liters of TD or kilograms of TF, f(.) is a second order polynomial in months, αi are household fixed effects,
I(t = Dec2013) and I(t = Dec2014) are dummies for the months indicated, and gammam are 11 dummies indicating
January, February,..., November; we omit December so that the coefficients β1 and β2 are measured with respect to December
2014. Errors are clustered standard errors at the week level in brackets. That β1 is smaller than β2 means that December 2013 had
less purchases than December 2012 on average, i.e. less inventory build up. That β1 is not statistically different from zero means
that December 2013 did not have more inventory buildup than December 2014.
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F. Falsification tests

Our second exercise is a set of falsification tests following the logic and output format of a

Fisher exact test11. Our aim is to show that the effect captured with the tax variable in our main

estimations is indeed a quite an unusual event in terms of size. This test consists in replicating

our main specification several times and using in each replication a different ‘placebo’ date to

generate the tax variable. In total 53 replications were done, and in each replication a different

week between July 2013 and June 2014 was employed to create the tax variable. In particular,

the replication that uses the first week of 2014 is exactly our main specification. The other

replications establish artificially the tax at dates where it did not happen and as such are placebo

estimates.

If say end of quarter months were particularly good at SDs sales, this would show up in their

respective month effects. So that these falsification tests can potentially detect if our results are

due to seasonality for example.

We proceeded to estimate the 53 regressions and collected the resulting {β1, . . . , β53} from

our estimations. We do this for each dependent variable separately. If our equation is correctly

specified and if in reality the tax in January 2014 did have an effect, we would expect all

betas other than the one for the first week of 2014 to be statistically zero, except perhaps for

sampling variance. With 90 percent confidence we should therefore observe that the coefficient

for January 2014 is either in the top 10 percent of the distribution when the effect is positive

(e.g. price) or the lowest 10 percent when the effect is negative (e.g. quantities), and to be

outside this range when there is no effect of the tax (e.g. calories). This test is more precise

when we have more coefficients/years. Unfortunately we just have 3 years of data. We still

think they are informative though.

Figures A.VII and A.VIII use the set of 53 coefficients and plots an empirical cumulative

distribution function (CDF) for prices and calories, respectively. We add a vertical green line

to indicate the position of the first week of 2014 coefficient (the true tax). We find that for

the price estimates, our true tax effect is in the top 95 percent of coefficients. For calories of

11We do not call it a Fisher exact test as that test requires sampling from the same distribution and here we are
sampling from different months.
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taxed products, it is below the 5th percentile (strongly indicating a negative effect), while for

non-taxed calories and aggregate calories are above the 85th percentile. The results of these

tests are consistent wit the results of statistical significance we got in the paper.
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FIGURE A.VII. FISHER EXACT PLACEBO TEST: PRICES

(a) Taxed Drinks (TD) (b) Non-Taxed Drinks (NTD)

(c) Taxed Foods (TF) (d) Non-Taxed Foods (NTF)

(e) Total Calories
Note: This figure estimates 53 regressions with placebo weeks to mimic the moment in which the tax came to effect. Each
regression simulates the tax becoming in effect at each week between July 2013 and June 2014. It then ranks the estimated
RD coefficient (x-axis) and plots the cumulative density (y-axis) of these, i.e. the fraction that fall below a particular value.
The dependent variable used in these specifications is the Price index (Dec 2013=100). The vertical green line shows where
the coefficient for the January 2014 lies. We expect true effects to lie at the extremes of the distribution whenever effects are
evident. This is akin to a Fisher exact test.
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FIGURE A.VIII. FISHER EXACT PLACEBO TEST: CALORIES

(a) Taxed Drinks (TD) (b) Non-Taxed Drinks (NTD)

(c) Taxed Foods (TF) (d) Non-Taxed Foods (NTF)

(e) Total Calories
Note: This figure estimates 53 regressions with placebo weeks to mimic the moment in which the tax came to effect. Each
regression simulates the tax becoming in effect at each week between July 2013 and June 2014. It then ranks the estimated RD
coefficient (x-axis) and plots the cumulative density (y-axis) of these, i.e. the fraction that fall below a particular value. The
dependent variable used in these specifications is the Log(1+Calories). The vertical green line shows where the coefficient for
the January 2014 lies. We expect true effects to lie at the extremes of the distribution whenever effects are evident. This is akin
to a Fisher exact test.
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G. Industry level production

In order to provide evidence on whether our results are biased due to the fact that KWP only

captures in-home consumption, we use prices from Mexico’s consumer price index (INPC) and

production from the monthly manufacturing survey (EMIM) as additional data sources. Under

the assumption of no change in inventories or net exports,12 the change in production of sodas

should closely correspond to the changes in consumption. From the price index, we recover

information specific to soda prices, which is obtained by Mexico’s National Statistics Institute

(INEGI) from more than 16,000 stores in 46 cities countrywide. Data on soda production is ob-

tained from the EMIM, which surveys more than 1,200 food and beverage manufacturing plants.

The survey is designed to cover, on average, more than 80 percent of production of every prod-

uct category. For the specific case of sodas, all producing plants are surveyed. Soda production

is measured in thousands of liters and is classified into 5 packaging and flavor categories. For

the analysis, we exploit the information on total production for all five categories.13.

To strengthen the evidence from section VI.B, here we present two additional plots. Figure

A.IX gives evidence that soda exports and imports are not a concern in terms of validity of

our estimates given that the proportion of sodas imported and exports is negligible and did not

exhibited an important change after the tax was introduced. It also gives graphical evidence

of the evolution of prices and quantities of sodas nationally with the data used in Table V. As

the figure shows, prices suddenly increased their level at the date in which the tax began to be

implemented and consumption exhibited a slight decrease.

To estimate the effect of the tax on the production of soda we had to use public data from

INEGI. For prices we use Mexico’s consumer price index (INPC), and for quantities we use

the monthly manufacturing survey (EMIM). INPC is gathered from more than 16,000 stores

in 46 cities countrywide, while EMIM originates from more than 1,200 food and beverage

manufacturing plants. EMIM survey is designed to cover, on average, more than 80 percent

of production in every product category, but for the specific case of sodas all producing plants

are surveyed. Soda production is measured in thousands of liters and is classified into five

12According to customs data, imports and exports of sodas amount to less than 2 percent of total production.
13https://goo.gl/7jMzpY and https://goo.gl/YT3Qyr

https://goo.gl/7jMzpY
https://goo.gl/YT3Qyr
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FIGURE A.IX. COMMERCE AND NATIONAL PRODUCTION OF SODA

0
.2

5
.5

.7
5

S
D

 Im
po

rts
 a

s 
P

er
ce

nt
ag

e
 o

f T
ot

al
 P

ro
du

ct
io

n

1
1.

5
2

2.
5

S
D

 E
xp

or
ts

 a
s 

P
er

ce
nt

ag
e

 o
f T

ot
al

 P
ro

du
ct

io
n

2009 2010 2011 2012 2013 2014
Year

Exports Imports

(a) International Commerce

-.2
-.1

0
.1

.2
Lo

g 
vo

lu
m

e 
(1

00
0'

s 
lt)

, s
.a

.

4.
4

4.
5

4.
6

4.
7

4.
8

4.
9

Lo
g 

so
da

 p
ric

e 
in

de
x

01/01/6 01/01/8 01/01/10 01/01/12 01/01/14 01/01/16
Date

Log Soda Price log Liters

(b) National Production
Note: Source: INEGI.

packaging and flavor categories. For the analysis, we sum these to get total production. An

added advantage of this analysis is that since information is public it is easy to replicate. A

disadvantage is that it that they are aggregate national time series data. Given the paucity of

data we estimate the following parametric regression:

(3) log(Yty) = αt + θI(y ≥ 2014) + f(ty) + εty

Where Yty refers to prices and volume produced, f(.) is a second order polynomial in time,

αt are monthly dummies, and I(y ≥ 2014) is our variable of interest. We have monthly data

from 2007 to 2015 on soda prices and quantities.14

Columns 1 and 2 of Table V present the estimated θ coefficient when the dependent variable is

the soda price index and thousands of liters, respectively.The main takeaway is that the results

are quantitatively close to our previous results: we find an increase of 12 percent in price of

sodas and a decrease of 6.9 percent in liters of sodas produced. This suggests that we are not

reaching erroneous aggregate conclusions by not observing out-of-home consumption in the

KWP data.

To assess whether these results are spurious, we also estimate placebo regressions, where

14Figure A.IX(b) in the online appendix plots the log of the soda price index and the log of seasonally adjusted
liters produced and reveals two important facts: there is a sharp jump in the price of sodas and a slowdown in the
growth of soda production, thus qualitatively replicating our main finding using KWP data.



34

instead of using January 2014 as the start of the tax regime we use January 2012 and 2013.

Columns 3 and 4 present placebo results for 2013 for price and quantity, while columns 5 and

6 do the same for 2012. Placebos show no changes in quantities and small decreases in price.
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H. Longer run effects

Synthetic Control Estimates: Details

This subsection complements the text in the paper by explaining some details of the SCM

results.

First, we describe how we calculated clusters of households using k-means clustering. We

first chose the number of clusters we wanted (arbitrarily 400 clusters of households in Mexico

and 100 for CAM).15 The method’s objective is to allocate n households across a partition

S := {S1, S2, . . . Sk} if k clusters in such a way as to minimize the average within cluster

difference in their consumption of good x (e.g. soda). More formally, given consumption

of good xi for household i, where xi = (x−12i , x−11i , . . . , x11i ) is a vector indicating monthly

consumption of the good in 2013 and 2014, we solve th following problem:

argminS

k∑
i=1

∑
x∈Si

||xi − µi||2

where µi is the median households in cluster Si. We do this separately for Mexican and CAM

households. Finally, so we eliminate households whose mean square error compared to their

sythetic control in the pretreatment period is in the top 10%, this improves the pre-treatment fit.

Once the clusters are formed, we take the median household in each one as the representative

household of given cluster.

15Results were similar with other number of clusters.
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FIGURE A.X. GROWTH IN THE MEXICAN PRODUCTION OF SELECTED DRINKS
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Differences in Differences

In this subsection we present evidence of the impact of the taxes using a differences-in-differences

design under strong assumptions. We should mention from the start that we view these results

as tentative, with weaker identification, and that we view the exercise as complement rather than

a substitute to the RD results.

We are interested in estimating the change in consumption of calories caused by the tax by

comparing groups more vs less exposed to it. This requires identifying groups that were hit

more heavily by the tax than others. We decided to experiment with “exposure” to taxed goods

measured as household expense16 on items that would be taxed in 2014. That is, for each house-

hold we calculate average expenditure in TD and TF in the pre-tax-reform year of 2013. For

TD we define households as treated if they were in the top 30 percent of the distribution of

expenditure on taxed goods, and controls if they were in the bottom 45 percent (for TF the cut-

offs were less than 20 and more than 30)17. By construction of course the treatment group will

tend to have a higher level caloric consumption from taxed goods. These differences in levels

will be absorbed by a household fixed effect. The identification assumption that allows for a

causal interpretation of the estimate is parallel trends, given that we use calories as the depen-

dent variable, the assumption in that the high expense household group would have experienced

the same change in caloric consumption than the low expense household group if there had not

been no tax. This is not a weak assumption in our context. We will partly assess it by testing if

trends in calorie consumption for TF and TD were indeed parallel before the tax.

Equation 4 presents the generalized differences in differences specification that we estimate

by OLS using monthly data from January 2013 to December 2014:

(4) Ck
it = αi+γt +

12∑
j=−12

βk Ti×I(t = j) + νit

It is estimated separately for TD and TF calories where Ti = 1 if i is in the “more exposed”

16Using quantities measured in liters or kilos gave similar results
17We experimented with other cutoff with similar results. We settled on these ones since they showed slightly

more balanced pre-trends.
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group and Ti = 0 if i is in the “less exposed” one. For this estimation we drop households

which are not in one of these two groups. Ck is weekly calories of either TD or TF purchased

by households, αi are household fixed effects, and γt are month fixed effects. Panel (a) plots

the β̂j’s from the regression for calories from TD, while panel (b) does it for TF. The x-axis

measures time. It is normalized so that 1 represents the January 2014. We omitted December

2013. Therefore β̂j = 0 for all t < 0 is a test of parallel pre-treatment trends. Panel (a) of

Figure A.XII plots β̂k
′
s coefficients from equation 4 when the dependent variables is calories

from taxed drinks, while Panel (b) does the same for taxed foods.

FIGURE A.XII. DIFFERENCES IN DIFFERENCES: CALORIES
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(a) Taxed Drinks
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(b) Taxed Foods
Note: This Figures presents difference in difference (DID) plots by months before and after the tax started being collected
(at January 2014). Since the tax was national, there is clean unaffected control group. To the empirical strategy is to compare
a group that was “more exposed” to the tax vs those that was “less exposed”. We use the average consumption of calories in
2013 from TD (and respectively from TF) to define these groups. In particular, for TD the “more exposed” group is the 70%
of households that consumed more calories from TD, and the “less exposed” group is the 30% of households that consumed
less calories from TD in 2013 (for TD the numbers are 20 and 30). We view these graphs as descriptive and tentative, as
DID requires further assumptions for a causal interpretation when the control group is also (partially) treated. We estimate the

following regression by OLS: Ck
it) = αi+γt +

12∑
j=−12

βk Ti×I(t = j) + νit, separately for TD and TF calories where Ti = 1 if

i is in the “more exposed” group and Ti = 0 if i is in the “less exposed” one. For this estimation we drop households which are
not in one of these two groups. Ck is weekly calories of either TD or TF purchased by households in a month, αi are household
fixed effects and γt are month fixed effects. Panel (a) plots the β̂j’s from the regression for calories from TD, while panel (b)
does it for TF. The x-axis measures time. It is normalized so that 1 represents the January 2014. We omitted December 2013.
Therefore β̂j = 0 for all t < 0 is a test of parallel pre-treatment trends.

Balance is not perfect; p-values for β̂k = 0 for all k < 0 are 0.02 for TD and 0.01 for T,

and for TD we observe a decrease in caloric consumption of the treatment group relative to

control one month before the tax came into effect.18 After the tax we observe a sharp and

18If the biggest spenders were anticipating a price increase we would have expected hoarding, i.e. increases in
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precise (although economically small) decrease in calories from taxed drinks purchased of 20

calories per household per week. These differences are eroded in time. One year after the tax

we do not find differences between the two groups. For taxed foods there is even less balance

in pre-trends, and we see no difference at all across these two groups after the tax. We conclude

that in the medium run the tax did not induce larger decreases in consumption for those groups

that had the largest consumption, which was an objective of the government.19

taxed goods purchased, not decreases.
19The working paper version compares trends of TD consumption and BMI for Mexico against 5 other central

american countries and finds no trend break after the tax is implemented.
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V. Miscellaneous

A. Cross-sectional relationship between BMI and SD Prices and Purchases

Figure A.XIII panel (a) uses a local polynomial regression to plot the relationship between how

many liters a of taxed drinks households20 consumed in 2013, and the average per liter prices

they faced in their purchases. This is the naive “demand” which many papers have used to

justify levying a tax on drinks. Is a naive demand since it only documents a correlation, and

has severe endogeneity problems. Panel (b) does the analogous but relating the BMI of the

household head with the price per liter the household paid. This correlation is also consistent

with the story that higher prices of sugary drinks may cause reductions in BMI. However, as the

paper documents, using a more careful empirical design gives more nuanced results.

FIGURE A.XIII. CROSS-SECTIONAL RELATIONSHIP BETWEEN BMI AND SD PRICES AND PURCHASES
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Note: The Figure uses data from the Mexican chapter of the Kantar World Panel. The figures plot local polynomial
regressions between average price per liter and yearly liters per capita, i.e. a naı̈ve demand function (left) and BMI
of female head vs average price per liter (right).

VI. REFERENCES

20Adjusted per capita taking into account children.


